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Abstract

Predicting stock market movements is always diffi-
cult. Investors try to guess a stock’s behavior, but
it often backfires. Thumb rules and intuition seems
to be the major indicator. One approach suggested
that instead of trying to predict one particular stock’s
movement with respect to the whole market, it may
be easier to predict a stock A′s movement based on
another stock B′s movement; the reason being that
A may get affected by B after B′s movement, giving
the investor invaluable time advantage. Evidently, it
would be very useful if a general framework can be
introduced that can predict such dependence based
on any user defined criterion. A previous paper laid
a basic framework for a single event based criterion,
but that was not enough where multiple criteria were
involved. This paper gives a general framework for
multiple events. We show that it is possible to en-
code a time series as a string, where the final repre-
sentation depends on the user defined criterion. Then
finding string distances between two such encoded
time series can effectively measure dependence. We
show that this technique is more powerful than the
‘Pairs Trading strategy’ as varied user defined crite-
rion can be handled while detecting similarity. We
apply our technique with one practical user defined
criterion. To the best of our knowledge, this is the
first attempt to find similarity between stock trends
based on user defined multiple event criteria.
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1 Introduction

Efficient market hypothesis (EMH) [22] says that the
price of a stock completely encapsulates all the infor-
mation available, making it impossible to predict the
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movement of prices. Despite that, algorithmic trad-
ing [1] tries to identify possible “windows of opportu-
nities” automatically, using algorithms, for perform-
ing stock trading. These windows of opportunities are
determined by predictions from the historical data.
Thus, algorithmic trading basically involves predict-
ing stock trends and making financial decisions based
on historical stock data. Stock data is a time series
data [7], describes how the stock values behave over
time. The most frequently used values for visualizing
and predicting stock movement over a time window
(Week/Day/Time) are, price at trading opening time,
maximum value on that window, lowest value on that
window, price at closing time and total volume of
transaction within that window.

One interesting related problem is to find out how
one stock affects another. We are trying to detect
any kind of dependency between two stocks. It is
quite important from the viewpoint of investors; as it
gives the investor an idea about how the markets are
moving and also some unforeseen insights. Suppose
an investor knows that a stock B closely follows stock
A within a three-day period. In current market, the
investor finds that A is increasing steadily for the last
two days. This now tells the investor that B is about
to go up, and investing in B is a good idea. Thus the
investor found an opportunity using “A − B” rela-
tionship data instead of B′s pattern alone. This also
gives the investor an invaluable time advantage.

In the well known Pairs Trading strategy [4], [21]
two similar stocks are chosen so that, if the behavior
of one stock outperforms the average performance it is
sold short,where as, if the behavior of one stock falls
below average, it is bought in the hope that it will
reach average behavior sometime. The key concept
behind pairs trading strategy is that a well chosen
pair tend to cancel each other’s deviations and thus,
a loss in one will be gained in the other.

Evidently, it would be very useful if a general
framework can be introduced that can predict such
dependence between stocks, that could be used for
pairs trading strategy. For pairs trading, the most
commonly used index is a correlation coefficient [19],
and investors often also check other metrics like rela-
tive strength index [23, 3] and Bollinger band [5, 3].

There exists some attempt to compare two differ-



ent stocks’ similarity. The indicators, Price Ratio and
Price Comparison (see [3] for a nice list) do compare
two stocks’ prices, but this is for the purpose of find-
ing strong stocks rather than dependences between
stocks. People have used clustering techniques [12],
mining association rules from database of transac-
tions [20, 18, 16], and geometric properties [9, 6] to
find stock similarity. The metric distances and meth-
ods based on topological properties and random ma-
trix theory [8, 13] have also been used for the purpose.
These methods were complicated and could not pro-
vide simple yet practical indicators useful for investors
which are applicable both for short term and long
term dependencies. Also, all these metrics invariably
try to find similarity between stocks in terms of one
fixed distance measure. In [11], this problem was in-
vestigated and three simple metrics were introduced
which could effectively predict two stocks’ dependence
on each other. However, those metrics were applicable
only for a certain class of dependence (for example,
if the opening price pattern of one stock follows the
opening price pattern of another). Naturally, it would
be far more useful if some generic framework could be
devised that would enable an investor check for de-
pendence between stocks with respect to a criterion
defined by the investor.

In article [10], a framework based on events and
episodes for doing the above has been described. It
has been shown that if the user criterion is sim-
ple enough, then using the concepts of events and
episodes, first introduced by Manilla et. al. [17], it
is possible to encode a stock’s time series data using
a binary alphabet, and then similarity between two
stocks can be measured using a string distance met-
ric. However, that framework was not applicable to
complex criteria that used more than one event in the
time series. In this paper, we give a general frame-
work that can take multiple events and combine them
effectively. We show that, given a user defined crite-
rion involving multiple events, it is possible to encode
any stock’s time series data using a finite alphabet,
and then the distance between these two encoded se-
ries efficiently measures dependence. We give some
practical results for one particular user defined crite-
rion. We also show that the proposed technique can
be used effectively for pairs trading; in fact, this tech-
nique is more powerful as it can model different user
requirements while finding similarity.

Our data set is taken from Standard and Poor
500 [2]. This data shows daily price and volume
fluctuations (opening price, closing price, maximum
price, minimum price and volume) over an year for
some well-known stocks. Each stock is a series of 252
numbers; thus we have a time series of length 252.

This paper is organized as follows. In Section 2,
we define events and episodes. Section 3 describes
the framework. Section 4 gives results, and Section 5
concludes the paper.

2 Events and Episodes

Manilla et. al. introduced the idea of an event for
time series in [17]. An event is an occurrence of a
particular type which has a time stamp attached to

it. Given a set Ē of event types, an event α is a pair
(A, t) ∈ Ē × N , N set of natural numbers, where
A ∈ Ē is an event type and t is an integer, the oc-
currence time of the event. Mathematically, a time
series can be seen as an ordered sequence of events
{αi} = {(ei, ti)} where ei is an occurrence of a par-
ticular type and ti is the time stamp. For example, for
a stock time series, the set of event types can be (daily
opening price, daily closing price, daily trading vol-
ume, daily maximum price and daily minimum price)
and the time series can be described by any of these
four event types by giving the value associated with
the day.

An episode is a sequence of events. Manilla et.
al. [17] defines an episode in the following way. An
episode is a triple (V ,<,g) where V is a set of nodes, <
is a partial order on V , and g : V → Ē is a mapping
associating each node with an event type. Manilla
et. al. [17] gave algorithms for identifying frequently
occurring episodes in a sequence of events.

Therefore, each stock data time series can be
viewed as a series of events, where each event is a
value (the opening price, or closing price, or volume
traded and so on) associated with a time. Now, a
user can define an episode as a predefined sequence
of events. For example, the user can define “three suc-
cessive days of trading volume increase” as an episode
(Ti < Ti+1 < Ti+2, Ti = Trading Volume value on ith

day).
Note that the definition implicitly assumes that an

episode is defined completely only by the event type
and their partial ordering. This is not enough for
defining somewhat complicated episodes where con-
ditionals or temporal behavior comes into play, for
example, the episode “closing price lower than open-
ing price, occurring at least twice a week” is difficult
to define using the above definition. The problem
here lies in the fact that the episode does not only
need a sequence of events, but also a quantifier on
the time.

As we are trying to determine similarities between
stock prices based on their time series data, we need
to find episodes in that data in a time sequential
order. We define an episode as a sequence of events
together with a restriction on the values as well as
the time stamps of the events. Thus, an episode
dependent on a single event is defined as:

E = {(ei, ti) ∈ Ē ×N : f(ei), g(ti)},

where f(ei) and g(ti) are functions of ei and ti
respectively, and events are always found from left
to right. Suppose Oi is the opening price on ith day
for the stock data. An example f and g can be seen
from the episode “Opening price of stock is more
than 10 USD for two days in succession”, which is
equivalent to Oi > 10, Oj > 10, j = i + 1. Here the
event type is opening price, f defines the relationship
between opening price and the value 10, and g defines
the relationship between i and j. Note that, as we
are defining an episode in terms of a set of events
detected from left to right, each event’s position
in time gets fixed and the ordering is automatic.
We will call a sequence of events which satisfy



the complementary conditions as a complementary
episode. Thus, for the above definition of episode, a
complementary episode would be “Opening price of
stock is more than 10 USD but not for more than
one day in succession”, which can happen by the
opening price falling below 10 USD on the second
day. Note that “Opening price of stock is not more
than 10 USD for two days in succession” is not the
right definition, as it can also include two successive
days on which the opening prices are lesser than 10
USD.

Note that the above discussion is based on episodes
defined by one event. This may not always be the
case. For example, consider the following criterion:

“Stock opening price increases on the next day of a
financial press release”. The complementary episode
will be “Stock opening price does not increase on the
next day of a financial press release”. This can hap-
pen either by the opening price falling on the next
day of a press release or the opening price staying at
the same value on the next day of a press release.

Here, there are two events, opening price increase,
and a financial press release. If we use each event
independently, and try to form the episodes, we will
get something like the following:

E1 = {(Ok, tk) such that Ok > Ok−1, k = 2, . . . , n},
E2 = {(Pi, ti), i = 1, . . . , n − 1}

However, the true episode will be given by:
E = {(Pi, ti), (Ok , tk), k = i+1, i = 1, . . . , n−1, Ok >
Oi)}

where Ok is the opening price on the k-th day,
and Pi is a press release that has happened on the
ith day. Thus, the relationship between the two
events must also be brought in as a set of constraints.
This implies that an episode using multiple events
must modify its constraint set to take into account
any relationship between the events themselves.

We can now define an episode, defined for multiple
events {e1, e2, ...em} as:

E = {(e1, t1), . . . , (em, tm), (ei, ti) ∈ Ē × N , ∀i =
1, . . . , m : Fj(e1, . . . , em, t1, . . . , tm), ∀j = 1, . . . , M}

for some M , M is a non-negative integer, and
Fj denotes a constraint and Ē is the set of all event
types. Note that, there can be M constraints and
that the events are always found from left to right.

We introduce the following definition that we will
need later.

Definition The events are always found from left
to right, and the Fj functions define constraints on
the events and times. The event in an episode defini-
tion that comes leftmost (that is, by the F definitions
occurs first) is called a starter event. All other events
are called follower events. If the episode definition is
such that multiple events occur simultaneously at the
leftmost point, then every such event can be seen as
a starter event.

The definition of an episode effectively tells us that
E is a set of m two dimensional points, subject to a
set of functional constraints. We can therefore define
a complementary episode, Ē as the complement of E.

Given this definition of a multi-event episode and
its complement, we can find all occurrences of the
multi-event episode from a time series. Below, we
give an outline of the algorithm:

Algorithm Find Episodes from Stock Time

Series

Read time series S(t), t = 1, . . . , N
Read episode definition
E = {(e1, t1), . . . , (em, tm), (ei, ti) ∈ Ē × N
∀i = 1, . . ., m : Fj(e1, . . . , em, t1, . . . , tm),
∀j = 1, . . . , M} for someM, M non-negative int
episode index = 1
complementary episode index = 1
for every event ej , j = 1, . . . , m do
for every i = 1, . . . , N do
if S(ti) is an event ej

push (ej , tj) to valid times[j]
endif
endfor
endfor
for j = 1, . . . , m do
read valid times[j]
endfor
find combinations of (ei, ti), i = 1, . . . , m such
that either all
Fj , j = 1, . . . , M or complements of Fj , j =
1, . . . , M are satisfied
If Fj are satisfied, push that to
episode[episode index] episode index++;
endif
If complements of Fj are satisfied, push
that to
complementary episode[complementary episode
index]
complementary episode index++;
endif

With this definition, the episode “closing price
is lower than opening price, occurring at least twice
in the same week” will be:

{(Ci, ti), (Oi, ti), (Cj , tj), (Oj , tj) such that ,
Ci < Oi, Cj < Oj ,
|i − j| ≤ 7, i, j not part of a member already}.

(1)

Where Ci and Oi are the closing and opening prices,
respectively on ith day. Recall that events are always
found from left to right. Thus, if a time series has one
closing price less than opening price on day 1, another
on day 4 and a third one on day 8 and never again, the
first and the only episode present in the time series is
the prices of day 1 and day 4. The pair of prices on
day 4 and day 8 does not become an episode, as day
4’s price is already a part of the first member.

Similarly, an episode “the stock opening price in-
creases by X and does not decrease by Y or more
anywhere in the same period” will be described as

{(Ok, tk), k = i, i + 1, . . . , j such that ,
Oj − Oi ≥ X, Om − Ol < X, ∀m 6= j, ∀l 6= i, m > l
Om − Ol < Y, ∀{m, l} ∈ (i, i + 1, . . . , j), m < l,
no k ∈ {i, i + 1, . . . , j − 1}
a part of a member already}.

(2)



Note the definition of k; j can be a part of two
members and exactly two members which share the
boundary.

3 Framework

We showed in the earlier paper that given an episode
definition E with just a single event, it is possible
to encode a stock time series S(t), t = 1, . . . , N as
a binary string. Suppose the user defined episode is
E, and it is the set of events and their time stamps,
subject to f(.) and g(.) as defined by the user. Now,
consider every episode E present in the time series,
which is a set {(ei, ti)}. We encode the stock’s time
series the following way. We replace the ti-th value
of the time series by the letter ‘1’, that is, S(ti) is
assigned the value ‘1’. Thus, for every event member
of an episode, the corresponding value of the time
series gets encoded to ‘1’. Then, every member of the
complementary set can be similarly coded by a letter
‘0’. Therefore, every stock data time series can now
be defined as a string of 1’s and 0’s, the positions of
the 1’s and 0’s being determined by the events which
are member of the episode as defined by the user.
Mathematically, we define the following mapping:

Suppose S(t), t = 1, . . . , N is the stock time se-
ries, and E′ is the set of all episodes in S(t), each
episode E defined as {(ei, ti) : f(ei), g(ti)} found from
S(t). Define

h : {1, . . . , N} → {0, 1} such that,
∀ event e = (ei, ti) ∈ E,
∀E ∈ E′, h(ti) = 1,
h(t) = 0 otherwise.

(3)

Note that this encoding removes all dependence on
amplitude and therefore, no normalization is needed.

This technique will not hold when episodes based
on multiple events are being considered, as the
episodes now incorporate multiple events. As the
episode definition uses multiple events, we must en-
code every event.

Consider the episodes found using the algorithm
above. As explained before, every episode definition
can be seen as a set of points involving the events
subject to the constraints.

We encode the time series as follows. Recall that
an episode happens if all its constituent events hap-
pen satisfying the constraints. Since events are found
from left to right, all starter events happen first. Sup-
pose all starter events happen at a point t1, and then
follower events occur at time instances t2, t3, . . . , tm,
satisfying all the constraints with no violation of con-
straints in between, then the episode is defined by
the entire time series block from t1 to tm. We en-
code every event value of this block of the time series
with a character a. If all starter events happen at
a point, and then follower events happen with the
complement of the constraints, we get a complemen-
tary episode, and we encode every event value of that
block with a character b. If a time instant is such
that it is not a part of an episode, neither of a com-
plementary episode, and at least one starter event is
not happening at that instant, we encode that point

with a character c. Then the entire time series can be
encoded using only these three characters a, b and c,
with every a defining one point of an episode as de-
scribed by user, every b defining one point of a com-
plementary episode, and one c defining a time instant
when neither of this happens.

Mathematically, we define the following mapping:

Suppose S(t), t = 1, . . . , N is the stock time
series, E′ is the set of all episodes in S(t), E ′′

is the set of all complementary episodes in S(t).
Each episode E found from S(t) is defined as
E = {(e1, t1), . . . , (em, tm), (ei, ti) ∈ Ē × N , ∀i =
1, . . . , m : Fj(e1, . . . , em, t1, . . . , tm), ∀j = 1, . . . , M}
for some M , M is a non-negative integer , Fj de-
fines a constraint and Ē is the set of all event
types.

Define h : {1, . . . , N} → {a, b, c} such that,
∀ event e = (ei, ti) ∈ E, ∀E ∈ E′

h(ti) = a,
∀ event e = (ei, ti) ∈ Ẽ, ∀Ẽ ∈ E′′

h(ti) = b,
h(t) = c otherwise.

(4)

Note that this encoding removes all dependence on
amplitude and therefore, no normalization is needed.

Once the encoding is done, we further shorten the
string size by replacing any contiguous block of a’s
in a single episode with a single a, and any contigu-
ous block of b in a single complementary episode set
with a single b. This is meaningful in the following
way. Consider the episode “the stock opening price
increases by X and does not decrease by Y or more
anywhere in the same period”. Thus, intuitively, the
entire period of movement over which the price in-
creased is one single episode instance, and the whole
set should be seen as ‘a’. The function h as defined
above replaces each time stamp of that period by an
a, and so replacing the entire block by a single a gives
us the intuitive picture. Also note that, in case of two
successive instances of episodes, we get two successive
a’s. Note that we do not replace the contiguous block
of c’s by one c, because to find similarity between two
stocks, we need to know the length of sequences where
no episodes took place.

Note that by the definition of episode “the stock
opening price increases by X and does not decrease
by Y or more anywhere in the same period”, h may
introduce more alphabet in the encoding string as
some points belong to more than one member of
the episode. However, because of the collapsing of
successive a’s or b’s from one member, this does not
matter. Below, we give an outline of the algorithm
for the encoding.

Algorithm Find Encoding of Stock Time

Series

Read episode description
E = {(e1, t1), . . . , (em, tm),
(ei, ti) ∈ Ē ×N,
∀i = 1, . . . , m : Fj(e1, . . . , em, t1, . . . , tm),
∀j = 1, . . . , M}
for some M, M non-negative integer



B = φ
for each i = 1, . . . , N,
N = length of time series
do
if ti belongs to a member of episode
description

B = B.‘a’
else if ti belongs to a member of
complementary
episode description

B = B.‘b’
else B = B.‘c’

enddo
for each episode do
replace contiguous block of ‘a’s by a
single ‘a’
enddo
for each complementary episode do
replace contiguous block of ‘b’s by a
single ‘b’
enddo

Therefore, for any two stocks, their time series
representations can now be seen as two equivalent
ternary strings S1 and S2. Now, similarity between
these two stocks with respect to the episode defini-
tion can simply be seen as d(S1, S2) where d(., .) is a
string distance measure, like Hamming distance.

We use Levenshtein distance [15] and Jaro string
distance [14] metric for measuring the distance be-
tween two strings. Both of these string distances are
well known and extensively used for checking edit dis-
tances between two strings, or duplicate strings. If
the distances are small enough, we conclude that the
two strings S1 and S2 are close enough in their be-
havior, and thus, the stocks are dependent.

Note that a binary difference will be weaker.
The strength of our method lies in the fact that
Jaro/Levenshtein distances are edit distances and
thus can measure similarity between two strings even
if they are slightly time shifted. For example, if
the first string is “abcabc”, and the second string is
“bcabca”, then the binary distance between the two
strings, which is the number of places where the two
strings do not match exactly is 6. On the other hand,
the Jaro distance between the two strings is 0.167 and
the Levenshtein distance between the two strings is
2. Thus, both Levenshtein and Jaro tells us that the
strings are indeed close enough, whereas binary dis-
tance will say that they are completely mismatched.

Here is one important observation. As the
episodes and complementary episodes themselves
are being encoded by a’s and b’s, these are the
two characters which truly matter when it comes
to finding the distances between the strings. The
character c shows the presence of non-episodes,
and thus qualifies primarily as a marker between
occurrences of episodes and complementary episodes.
Therefore, if two stocks encode as a string of c’s
only, we define the distance between them to be
φ, which implies that the stock similarity is unde-
fined. The overall similarity function is defined below.

Let S1 and S2 be the two encoded strings ob-
tained from two stocks. We define the distance

between S1 and S2 as follows.
d(S1, S2) = undefined if both S1 and S2 are encoded
entirely by c’s
d(S1, S2) = D(S1, S2) otherwise, where D(., .) is one
of Levenshtein string distance or Jaro string distance.

We take the following thresholds. For the Lev-
enshtein metric, we use a cutoff value of 20. For Jaro
distance, we use a cutoff value of 0.20. Values less
than these are considered close. These thresholds
were chosen by trial and error. Levenshtein distance
is a measure of edit distance between two strings,
that is, how many edits are needed to transform one
string into another. The time series that we used has
252 values for each stock data. Thus, when encoded,
we can expect a binary string whose length is of the
same order. Therefore, a distance of 20 or less will
imply that the two strings are less than 10% different.
Jaro metric is somewhat stronger as it considers
transpositions, so we relax the condition and take a
threshold of 0.2, about 20. Note that classically Jaro
metric implementation returns a value between [0,1]
for dissimilar to similar strings. We have used an
implementation where 0 implies same strings.

Figure 1: Stock time series snapshot for MSFT

Figure 2: Stock time series snapshot for AMD

Figure 1, Figure 2 and Figure 3 show a snapshot of
Microsoft, AMD, and IBM’s stock prices respectively,
for a period of 11 days in August 2006. Let us try
to encode these stocks with respect to the episode
definition “max price increases when opening price
increases and falls when opening price falls.”

From Figure 1, we see that MSFT max price in-
crease is almost always proportional to opening price



Figure 3: Stock time series snapshot for IBM

increase. AMD max price in Figure 2, does NOT fol-
low it strictly. These two should be “far”. IBM max
price in Figure 3, follows the opening price, but there
are aberrations. So we do not know which way it
would go.

Using our proposed scheme, the encoding would
be:

MSFT: aaaaaaabaa (Note that we do not com-
press the a’s because each day gives an episode. Also
the last a is dropped as it is the 12th day’s data).
AMD: baaabbabaa
IBM: aaaaababab

Suppose the episode definition is changed slightly
to the following: “max price change follows the
direction of opening price change for three days in
succession”. Then, the encoding becomes:
MSFT: aaa/aaa/bbb/a (Note that bbb. Because we
are now looking at three day series, those three days
actually violated the constraints and thus the entire
three day set is seen as a complementary episode).
When series of a-s and b-s within the same episode
is compressed, we get aabc (the last a goes to c as
we do not have three days’ data there, making it a
void set).
AMD: bbb/bbb/bbb/a (Note those bbb’s It com-
presses to: bbbc. Quite far from MSFT, in fact, the
first two characters are different.
IBM: aaa/bbb/bbb/b (Note those bbb’s which com-
presses to: abbc. From MSFT, the distance is one
character. From AMD, the distance is 1 character
too, which says IBM, with this criterion, is about as
far from MSFT as from AMD.

Of course, this is just 11 days’ data which makes
no practical sense. This is only for demonstration of
the idea.

4 Results

We can have different episodes comprising different
combinations of the multiple events. Most interest-
ing combinations would be the ones using numerical
and non-numerical external attributes, like company
policies, or a press release. It is easy to incorporate
such data in the framework defined above. However,
such special non-numerical data are usually found in
commercial databases. Therefore, we will show the

usefulness of the strategy using two numerical values
taken from Standard and Poor 500 data set.

We have tested our technique for all pairs of com-
panies in Standard and Poor 500. However, because
of space constraint, we present a representative set of
results.

We use the following criterion: “maximum price
follows the opening price movement for three days in
succession”. That is, if the opening price moves up,
maximum price also moves up, and if the opening
price moves down, maximum price also moves down.
This is a practical criterion used by investors for short
term trading. Intuitively, this means that a stock is
behaving steady for a significant period of time at
a stretch, and it can open up trading opportunity.
Three day steady match implies in terms of short
trading, a trader can buy one day, and if it opens
higher, hold and sell at a high maximum.

With this criterion, similarity can be intuitively
explained as follows. A company A and another com-
pany B are similar implies their three day following
patterns are similar. So if short trading on A is prof-
itable on a day d, short trading on B may be prof-
itable sometime soon.

We have computed the results for all companies us-
ing the entire Standard and Poor 500 data. However,
because of space constraints, we present results for
a few pairs of companies. To illustrate the strength
of the proposed method, we give the distances found
by the method, and also the correlation coefficient
(which is the standard indicator used in pairs trading
strategy), and show how the proposed method can in-
deed predict a better similarity. Together with that,
for an intuitive visual justification, we also show the
trend of the companies’ opening and maximum prices,
but as it is difficult to follow the complete plot for all
252 days in a compressed scale, we explain the visual
similarities using smaller snap shots.

First, we take the example of Alcoa, Apple and
Ambac Financial group in Figure 4, Figure 5 and Fig-
ure 6 respectively. The distances for these three are
(given in X/Y/Z format, where X is Levenshtein, Y is
Jaro and Z is correlation coefficient) shown in Table 1:

Figure 4: Stock time series snapshot for Aloca multi-
ple events

Alcoa and Apple form an interesting pair. Look-
ing at the graphs, we see that for Alcoa, the maxi-
mum price follows the opening price quite faithfully,
while Apple’s maximum price does not. Thus, for



Figure 5: Stock time series snapshot for Apple mul-
tiple events

Figure 6: Stock time series snapshot for Ambac mul-
tiple events

Table 1: Values of Levenshtein, Jaro distance and
correlation coefficient in an X/Y/Z

Alcoa Apple Ambac
Alcoa 27/0.12/0.80 19/0.09/0.63
Apple 26/0.15/0.65

an investor using our criterion, these two are indeed
far apart. Our method detects its separation, while
the correlation coefficient shows a very high degree
of correlation. Thus, for pairs trading, these two will
form a good pair. However, an investor who wants to
use our criterion as a safeguard will not get the right
cue from standard pairs trading, while the proposed
method can indeed provide that.

Next we take Microsoft, AMD and Brunswick Cor-
poration. Brunswick is a consumer discretionary
group. Their graphs are given in Figure 7, Fig-
ure 8 and Figure 9, respectively, and the distances
are shown in Table 2.

AMD’s three day pattern shows random behavior.
See AMD’s graph in Figure 8. It mostly follows the
opening price pattern, but at times deviates from it
strongly, which Microsoft never does. Thus, they are
far apart. The correlation coefficient in Table 2 also
seconds that observation. Brunswick and Microsoft
are closer and this observation is also strengthened by
the correlation coefficient. Here, pairs trading obser-

Figure 7: Stock time series snapshot for Microsoft
multiple events

Figure 8: Stock time series snapshot for AMD multi-
ple events

vations and the proposed method’s observations are
similar.

Next we take Microsoft vs Biomet Inc, which is a
biomedical company. The distance between these two
companies are 16/0.07/0.8053. Note the movements
of the two companies, Biomet (shown in Figure 10)
and Microsoft (shown in Figure 7). The maximum
price follows the opening price and then the rate of fall
changes, it may also start rising. Thus, a three day
steady window with the criterion can tell the investor
that maximum price is about to rise. Thus, these two
companies suggest a good similarity. This pair is a
good candidate for pairs trading strategy too, with a
high correlation.

Next, we compare Starbucks, a consumer discre-
tionary and Perkin Elmer, which is in health care,
in Figure 11 and Figure 12 respectively. The dis-
tance are 18/0.10/ − 0.43. Here, the companies
are not similar if one looks at their general behav-
ior. The correlation coefficient is negative, but the
value is not too strong for ensuring a definite nega-
tive correlation. However, with our criterion, let us
look at the graphs. It shows that for Starbucks, the
maximum value moves exactly with the opening price,
and Perkin Elmer does the same. Thus, the three day
pattern for both these companies is exactly similar,
making them similar with respect to our criterion.
Interestingly, the companies are from different areas
and thus not very easy to find as a prospective pair.

Next, we compare Starbucks and Sanmina-SCI
Corp., which is in electronic manufacturing services.



Table 2: Values of Levenshtein, Jaro distance and correlation coefficient in an X/Y/Z form

AMD Burnswick Corporation Microsoft
AMD 25/0.14/− 0.33 29/0.19/− 0.48

Burnswick Corporation 19/0.09/0.53

Figure 9: Stock time series snapshot for Burnswick
Multiple events

Figure 10: Stock time series snapshot for Biomet mul-
tiple events

The distance here are 24/0.18/0.66. Now observe the
following from the graph for Sanmina-SCI in Fig-
ure 13. Here, the maximum value does not follow
the opening price exactly. Right at the beginning,
the maximum has increased even though the open-
ing has fallen and later the maximum has fallen even
though the opening has increased. Thus, Sanmina
and Starbucks (Figure 11), are indeed quite far as far
as their three day maximum vs opening price move-
ment patterns are concerned. The distances reflect
this, though the correlation coefficient is not very low
and thus can not point to this dissimilarity.

Finally, we compare NI (Nisource Inc, utilities)
and KG (King Pharmaceuticals, Health care), the dis-
tance are: 18/0.12/0.26.

The opening price pattern themselves are quite dif-
ferent between these two companies (see Figure 15
and Figure 14 respectively), and therefore their cor-
relation coefficient is low. However, the relative pat-
tern between the maximum and opening price (which
is what we are looking at) are similar. Except at

Figure 11: Stock time series snapshot for Starbucks
multiple events

Figure 12: Stock time series snapshot for Perkin
Elmer Multiple events

the beginning, the maximum price follows the open-
ing price steadily. This will tell an investor speculat-
ing in King pharmaceutical to consider Nisource Inc.
also at about the same time. Note the fact that these
companies are from different sectors and thus such
dependences may not be obvious to an investor.

5 Conclusions

Finding similarities between stocks can be very useful
for investors. Instead of trying to predict a stock’s
movement from overall market trend, dependencies
between two stocks can give the investors unforeseen
insights, especially if the similarities occur between
stocks across very different areas which may not be
obvious and easy to find. This is especially useful
if the similarities can be detected for any user de-
fined criterion, giving the investor a framework to
find such inter-relationships for any relevant criterion.
We showed that many such user defined criterion can
be described mathematically as a set of events with



Figure 13: Stock time series snapshot for Sanmina
multiple events

Figure 14: Stock time series snapshot for King mul-
tiple events

restrictions on values and time, which can be seen
as an episode. It is possible to define episodes us-
ing different kind of events which are not associated
with the time series values, for example “whenever
the company splits its share”, or using events across
different areas, e.g., “when the company declares a
dividend and the prices goes up”. Given such an
episode, it is possible to encode a stock’s time series
as a ternary string and then, similarity between two
stocks’ movements can be efficiently found by apply-
ing string distance metrics between the stocks’ time
series’ ternary string representations. We have used
this framework on Standard and Poor 500 data, with
a practical multi-event episode. The results detected
the similarities quite efficiently, and difficult to find
dependencies between companies from totally unre-
lated areas often appeared. This can be extremely
useful for investors. It was also shown that the pro-
posed method works well compared to the well known
pairs trading strategy. We believe that the current
technique will prove quite useful in practice. To the
best of our knowledge, this is the first attempt to find
similarity between stock trends based on user defined
multiple event criteria.
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